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ABSTRACT 

Bugs appear seemingly randomly during the development of an 

ASIC, which makes planning a challenge. Here we show that 

some metrics regarding bugs are predictable and useful for 

planning.  

By analyzing regression bugs in 4 commercial ASIC projects, we 

compared how frequently a commit to the revision control system 

caused a test failure. The failure rate was consistent: every 37 

commit causes tests to fail (range 12 to 45), which occurs on 

average every 2.8 days (range 1.3 – 3.0). 

These metrics makes it easier to plan the resource requirements, 

thereby increasing the chance of delivering on time. 
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1. INTRODUCTION 
In most ASIC projects regression testing is being performed at 

regular intervals in order to catch a regression in quality. It is 

inevitable that during development of complex products the 

developers occasionally breaks functionality that worked before 

by mistake. The purpose of running a limited set of tests 

frequently is to catch these regression bugs fast in order to fix 

them quickly so that the project can continue forward towards the 

ultimate goal of a timely release. A substantial part of the 

resources of a projects is dedicated to run these regression tests 

(computer resources) and debug and fix the failures (human 

resources). 

The number of regression bugs fluctuate heavily over time in a 

project which affects the need for computer resources and human 

resources at different phases of the project. It is difficult to 

forecast the number of regression bugs as it depends on the 

number of people working in a project, the size of the project, the 

coverage of the test suite and probably many other factors.  

However, what if the rate of bugs is the same across all projects 

because the error frequency is part of the human characteristics 

more than anything else? If that is true then we can find stable 

metrics which can be used when planning projects, independent of 

what the project is all about. This is the assumption we are testing 

in this paper. 

More specifically we are looking at ASIC projects and trying to 

find out how often engineers commit a regression bug to the 

revision control system. We also look at the size of these commits 

in order to determine how useful it is to keep track of bugs by 

looking at commits. If commits are small then it is useful because 

then the regression bug will be buried in the few lines of code that 

was checked in, but if commit sizes are big then it is too imprecise 

to be of much value. 

2. METHODOLOGY 
We extracted large of amounts of data from 4 commercial ASIC 

projects of different sizes (top-level ASIC, sub-module), 

encompassing totally different products within 3 different 

companies. 

The statistics on commit sizes and the number of commits where 

extracted directly from the revision control systems used in the the 

projects. The types of revision control systems that were used 

where Perforce[1] and Clearcase[2].  

The data on regression bugs was extracted from PinDown[3], an 

automatic debug tool for regression tests which was used in all 

these 4 ASIC projects. It is not necessary to use such a tool to 

produce this data, you can also compile the statistics manually, 

but the advantage was that large sets of data was readily available 

and for statistical analysis. 

3. RESULTS 

3.1 Distance between Bad Commits 
When measuring the distance between bad commits, we measured 

two different metrics: 1) the median number of commits between 

bad commits and 2) the median number of calendar days between 

bad commits. The results are presented in Table 1. 

 

Table 1. Median Commits and Days between Bad Commits 

Project 

#Commits 

Between 

Bad 

Commits 

Days 

Between 

Bad 

Commits 

Time 

Period 

Total 

Commits 

1 40.5 2.8 
Jan 1– Aug 

11 2014 
4690 

2 45.0 1.3 

Aug 1 

2013 – 

Mar 1 

2014 

8585 

3 34.1 3.0 

Aug 31 – 

16 Oct 

2014 

156 

4 12.3 2.8 

Aug 29 – 

16 Oct 

2014 

91 

 

Please note that the results for projects 1 and 2 are much more 

reliable than the results for project 3 and 4 because the examined 

time period is much larger in projects 1 and 2 and the projects are 

also larger producing many more commits which form the basis 



for the statistics. Having said that, please not that the total amount 

of data is large, in total 13522 commits from over 17 months of 

ASIC project development time, but it is not evenly spread across 

all 4 projects. 

First, let’s look at the distance between bad commits measured as 

the number of good commits between bad commits. The median 

value is 37 commits across all projects (see Figure 1) and only 

one project, project 4, is not close to this median. It is worth 

noting that project 4 is the least reliable of all projects because of 

the few number of total commits sampled (91) and the shorter 

time period. We believe this is the reason that project 4 stands 

out. We think 37 commits is a good median as it has little 

variation across the other projects. Even if we include project 4 

the total variation is just between 12 and 45 commits, which is a 

fairly narrow scope, still useful for planning 

 

 

 

 

 

Second, let’s look at how often things break, i.e. how many 

calendar days between each bad commit. The median value is 2.8 

days (see Figure 2). The only outliner here is project 2, which is a 

project we have a lot of data on. Why is it so different from 

project 1, the other project where we have gathered a large 

amount of data? The answer is that the total number of commits is 

much higher in project 2 (see Table 1), almost double. And 

because the distance between bad commits is roughly the same 

(see Figure 1) we end up breaking functionality roughly twice as 

often (see Figure 2). This underlines that the important metric is 

the one presented in Figure 1. 

 

 

 

 

 

To sum it up, ASIC engineers tend to introduce a regression bug 

every 37 commits (median value, full range is 12 – 45 commits). 

Depending on how many commits are generated by the engineers 

it is possible to calculate how often regression bugs will appear. 

3.2 Commit Sizes 
How useful is it to base statistics on the number of commits to the 

revision control system? The answer is that this depends on the 

size of the commit. If commits are small and plentiful then it is a 

precise metric but if commits are large and few then it is less 

precise.  

To look deeper into the commit sizes we only looked at project 1 

and 2 where we have large amount of commits. 

It turns out that commits are very small (see Figure 3). The 

median commit is just 7.5 lines. The median bad commit is larger 

at 27 lines, which is still limited.  

 

 

 

 

 

 

Figure 1. Median distance between bad commits for 

each project, where distance is measured in number of 

good commits between bad commits. The median 

distance (red line) across all projects is 37 commits. 

. 

 

 

Figure 3. Number of lines per commit for bad commits 

compared to all commits, sorted per quartile of commits. 

Median number of lines in a commit is 7.5 lines across 

both projects, compared to a median 27 lines for bad 

commits. 

 

 

 

Figure 2. Median distance between bad commits for 

each project, where distance is measured in calendar 

days between the bad commits. The median distance (re 

d line) across all projects is 2.8 days. 

 

 



 

The reason that bad commits are larger than the average commit is 

probably because the chance of making a mistake increases with 

the number of lines that is being committed. 

4. CONCLUSIONS 
In ASIC projects regression bugs are introduced every 37 

commits (median value, full range is 12 – 45 commits). This is a 

useful metric because commits are on average small. 

Using this metric, a project manager can extract the number of 

commits from a similar previous project from the revision control 

system and then assume every 37th commit will introduce a 

regression bug. That will show the need of human resources for 

debugging and computer resources for testing at the various parts 

of the projects. A phase with high frequency of regression bugs 

requires more computer resources to catch the failures and more 

engineers to fix them. 

This should help removing one of the unknowns in project 

planning and contribute to achieving a timely release. 
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